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Abstract—Forensic DNA profiling is acknowledged as the model
for a scientifically defensible approach in forensic identification sci-
ence, as it meets the most stringent court admissibility require-
ments demanding transparency in scientific evaluation of evidence
and testability of systems and protocols. In this paper, we propose a
unified approach to forensic speaker recognition (FSR) oriented to
fulfil these admissibility requirements within a framework which is
transparent, testable, and understandable, both for scientists and
fact-finders. We show how the evaluation of DNA evidence, which
is based on a probabilistic similarity-typicality metric in the form
of likelihood ratios (LR), can also be generalized to continuous LR
estimation, thus providing a common framework for phonetic–lin-
guistic methods and automatic systems. We highlight the impor-
tance of calibration, and we exemplify with LRs from diphthongal
F-pattern, and LRs in NIST-SRE06 tasks. The application of the
proposed approach in daily casework remains a sensitive issue, and
special caution is enjoined. Our objective is to show how traditional
and automatic FSR methodologies can be transparent and testable,
but simultaneously remain conscious of the present limitations. We
conclude with a discussion on the combined use of traditional and
automatic approaches and current challenges for the admissibility
of speech evidence.

Index Terms—Admissibility of speech evidence, calibration,
Daubert, deoxyribonucleic acid (DNA), forensic speaker recogni-
tion (FSR), likelihood ratio (LR).

I. INTRODUCTION

DNA evidence was first presented in court in the 1980s,
and, after considerable debate, unanimously accepted

in the 1990s [43], [44]. In the extremely short period of time
since, DNA typing has not just become the reference to be
emulated but has also brought into question all other identifi-
cation-of-the-source forensic disciplines, some of them with a
long tradition of expert testimony in court, such as fingerprints,
handwriting, or ballistics [58]. The reasons for this success are
many, but they can be summarized in two words: transparency
and testability. Forensic evidence has been largely presented
in court in the form of expert opinions, with conclusions
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expressed in the form of individualisation (hard match), as cat-
egorical opinion of identity of sources, exclusion (nonmatch)
statements, or making use of verbal scales of probability of
hypothesis, given evidence. The process leading from evidence
to conclusion is often opaque, either because it lacks scientific
rigor and is inherently unfalsifiable, or because the approach
is inadequately tested, and thus cannot quote random match
probabilities or estimate the chance of error. Not surprisingly,
this has often resulted in legal discussion about the acceptance
of expert testimony. Contrasting with this, DNA profiling [1],
[5], [65] has solid and well-known scientific foundations, and is
probabilistic [18], [60]. Avoiding individualization or exclusion
statements for the determination of the source of the evidence,
DNA evidence is often presented using frequencies, match
probabilities, and inclusion or exclusion probabilities [24], but
many influential forensic scientists [1], [16], [27], [26] advo-
cate assessing the weight of the evidence with likelihood ratios
(LRs) [24], [29]. This LR is a quotient of a similarity factor,
which supports the hypothesis that a questioned sample was
left by a given suspect, and a typicality factor, which quantifies
support for the hypothesis that the questioned sample was left
by someone else in a relevant population. In DNA typing, this
likelihood-ratio approach for evidence analysis [1], [28] has
been held up as a model of an explicit and probabilistic frame-
work which allows scrutinizing and inspection by fact finders
and forensic scientists [58], thus converting DNA typing into
a transparent and understandable discipline. It is also testable,
with referenced population data to assess reported performance
levels, resulting in known potential and sufficiently low error
rates, and widely accepted methods.

In the Bayesian analysis of evidence, opinions about the hy-
potheses are expressed in the form of posterior probabilities, as
a product of the prior probabilities (province of the court) times
the reported likelihood ratio (province of the forensic scientist).
As the LR is a number with a meaning in itself (an estimation
of the weight of the evidence), there is a need to measure not
only the discrimination capabilities of the LR values but also
their calibration loss, as even highly discriminant (or refined)
systems may lead the fact finder to wrong posterior probabili-
ties if they are not calibrated [23]. Recent work [10] has made
it possible to assess discrimination and calibration of forensic
LRs, as has been recently shown with glass and paint [3] and
speech evidence [47].

However, neither traditional (auditory–phonetic–linguistic)
nor automatic (signal processing and pattern recognition-based)
speaker recognition shows the discrimination performance of
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DNA. Therefore, caution is needed if it is to be used in court
[8], [9]. This paper is an attempt to move towards a rigorous
framework for forensic speaker recognition (FSR) in order
to meet current admissibility criteria. The performance of
score-based automatic speaker recognition systems shows
constant progress, successfully impelled by the yearly NIST
Speaker Recognition Evaluations (SRE) [64]. Thanks to this
periodic evaluation, the methodologies and protocols for the
assessment of automatic speaker recognition systems are con-
verging. However, it is still necessary to stimulate a similar
convergence regarding forensic interpretation of the evidence
in speaker recognition. In this sense, the Bayesian approach
for evidence analysis [1], [28] has been proposed as a common
framework for forensic interpretation of the evidence, and re-
cent work demonstrates the adequacy of this technique for FSR
[16], both using automatic [14], [31], [39], phonetic–acoustic
[54], or semiautomatic “hybrid” approaches [34], [54]. With
such a framework, the fact finder can also be shown how to
infer posterior probabilities (also known as confidences [14])
of the hypotheses being entertained in a logical and transparent
way.

The paper is organized as follows. In Section II, we highlight
the meaning of transparent and testable procedures, and outline
reasonable requirements for FSR to be admissible in court.
In Section III, the important topic of calibration for FSR is
introduced. Section IV deals with the different generative and
non-generative ways of estimating the likelihood ratio. The
experimental part of the paper then shows how traditional and
automatic FSR can be transparent and testable. In Section V,
two different experiments with traditional linguistic features
are reported and assessed with the proposed methodology.
Section VI, on the other hand, shows automatic speaker recog-
nition systems assessed as proposed in challenging tasks such
as the NIST 2006 Speaker Recognition Evaluation. In order to
show its practical application, Section VII exemplifies FSR in
court. Section VIII summarizes the main contributions of the
paper, highlights the main problems that still lie ahead, and
shows the biggest challenges for the future.

II. TOWARDS A NEW PARADIGM IN FSR

The existence and unquestioned success of DNA typing, to-
gether with Daubert-like criteria for admissibility of scientific
expert testimony [22], has reopened the debate about the admis-
sibility and soundness of forensic evidence in a court of law.
The transformation of identification-of-the-source forensic dis-
ciplines into empirically grounded sciences following the model
of DNA typing, which leads to Daubert compliant procedures
and techniques, has been dubbed “the coming paradigm shift”
[58] in forensic science (a shift towards scientific methodology
is meant, not a Kuhnian paradigm shift [35]).

The possible adoption and implications of this paradigm shift
in the different disciplines is currently a hot topic in many sci-
entific and legal fora [13], [40]. One of the main reasons for
this discussion is the U.S. Supreme Court Daubert ruling on the
admissibility of scientific evidence [22]. Briefly, according to
Daubert, in order to be admitted in court, the judge, as gate-
keeper, must decide whether any technique satisfies all or most
of the following conditions [7]:

1) It has been or can be tested.

2) It has been subjected to peer review or publication.
3) There exist standards controlling its use.
4) It is generally accepted in the scientific community.
5) It has a known or potential (and acceptable) error rate.

According to these rules, scientifically sounding techniques
with standard procedures demonstrating their testability, accu-
racy and acceptance in the scientific community are likely to
be admitted in a U.S. federal court of law. On the other hand,
nonscientific statements, such as expert testimony lacking
scientific foundation, are likely to be rejected. The implications
of these rules are in accordance with the opinions of many
leading forensic experts [1], [17], [18], [19], [28], [58] who
demand more transparent procedures and a scientific frame-
work for the logical and testable interpretation of evidence.
Daubert, together with evidence of egregious errors in some
well-established forensic areas, has led to the reconsideration
of procedures used in forensic interpretation and reporting [20],
[33], [58].

A. Transparency

The two main desiderata for a transparent framework are 1)
that it is based on received scientific principles, and 2) that the
analysis procedures and reporting of results perfectly accord
with the needs and roles of both forensic scientist and other in-
terested legal parties. In FSR, linguistics and phonetics on one
side, and signal processing and pattern recognition on the other,
are well-known and widely accepted scientific disciplines, and
they should try to accomodate to this new paradigm for FSR.
Once this is done, any part of the process (methodologies, as-
sumptions, computations, reporting, reference populations, etc.)
is perfectly defensible, and transparency the result.

The Bayesian framework represents a mathematical and log-
ical tool for evidence interpretation [1],1 showing many advan-
tages in the forensic context. First, it allows the forensic sci-
entist to obtain and give the court a meaningful value for the
strength of the evidence in the form of an LR [16]. Second, the
role of the scientist is clearly defined, leaving to the court the
task of using prior judgements or costs in the decision process
[62]. Third, probabilities can be interpreted as degrees of belief
[61], allowing the use of subjective opinions as probabilities in
the inference process in a scientific way.

Assuming that the evidence is the information extracted
from the questioned mark (e.g., a recovered wire-tapping) and
the suspect material (e.g., a recording from the suspect) the sim-
ilarity/typicality approach2 in LR computation is summarized in

LR (1)

where (prosecution hypothesis: the suspect is the source of
the questioned incriminating recording) and (defense hy-
pothesis: another individual is the source) are the relevant hy-
potheses, is the background information available in the case,

is any possible value of the evidence, and are estimated
probability density functions according to the knowledge of the

1[Online]. Available: http://en.wikipedia.org/wiki
2This similarity/typicality approach has been called a two-stage approach

[40], [47], but the term two-stage was also used to refer to a non-Bayesian
process of first finding a match and then computing its probability [21]. We
therefore eschew it here.
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problem. In (1), the numerator gives a measure of the simi-
larity between the questioned material and the suspect, and the
denominator is a measure of the typicality of the evidence in
a relevant population of individuals. This similarity/typicality
approach for LR estimation can be well documented by the
forensic scientist and understood by fact finders [1], [19].

B. Testability

Testing is a key issue in the admissibility of forensic systems
or methodologies in courts [58]. The knowledge of a technique’s
error rates required by Daubert demands unified protocols for
the scientific evaluation of a system. We identify two main fac-
tors as critical for the achievement of this goal in FSR. First, an
effort is needed to generate common protocols and databases for
forensic testing. In this sense, the work by NIST and NFI/TNO
in their respective SREs [64] has been fundamental in the last
years for automatic systems. Unfortunately, no such comparable
testing exists for traditional methods, and it is only recently, with
the advent of the likelihood ratio paradigm, that it is clear how
such methods might be tested (examples are presented below).
In this paper, we use the NIST 2006 SRE protocol for testing au-
tomatic system performance, and the Bernard data set of vowel
formants for 171 male Australian English speakers for testing a
traditional LR approach. The second critical factor is the use of
a common methodology for presenting results in court, which
will show how to properly measure and assess the opinions of
the expert. In this paper, a possible way to achieve that second
objective is proposed in the form of likelihood ratios, detection
error tradeoff (DET), Tippett and applied probability of error
(APE) plots, and values.

III. CALIBRATION IN BAYESIAN FSR

The concept of calibration was introduced in [23] in the con-
text of weather forecasting. There, posterior probabilities (or
confidences) were used as degrees of belief about a given hy-
pothesis (tomorrow it will rain) against its opposite (tomorrow
it will not rain). Calibration is defined in [23], “ The concept
of calibration pertains to the agreement between a forecaster’s
predictions (the probability x specified by the forecaster on any
particular day) and the actual observed relative frequency of
rain. Roughly speaking, a forecaster is said to be well calibrated
if among those days for which his prediction is x, the long-run
relative frequency of rain is also x. .” The forecaster’s accu-
racy was then assessed by means of strictly proper scoring rules
(SPSRs). These may be viewed as cost functions which assign a
penalty to a given confidence depending on 1) the probabilistic
value of the forecast and 2) which of the hypotheses was actu-
ally correct.

For example, if a probabilistic forecast gives a high proba-
bility of rain for tomorrow (value of the forecast) and tomorrow
it does not rain, a SPSR will penalize the forecast, and vice
versa. SPSRs have interesting properties. First, there is only one
confidence value which optimizes an SPSR [23], and it is a ref-
erence value, for example, an evaluator who knows the true an-
swers of the hypotheses. Thus, the greater the deviation of the
forecast from the evaluator’s reference probability value, the
higher the penalty. Second, in [23], it is demonstrated that any
SPSR can be split into a refinement component, measuring the

discrimination capabilities of the confidence values elicited, and
a calibration component measuring the deviation of such confi-
dence values from the probabilities computed by the evaluator.

The use of SPSRs for assessing speaker recognition systems
delivering LRs has been recently proposed in the literature [10],
[14]. In the context of speaker recognition, each forecast is rep-
resented with the confidence on the hypothesis “the speaker pro-
duced the test utterance” or its opposite. This may be inferred
from the LR computed by the speaker recognition system and
the prior probabilities. In [10], a likelihood ratio-based evalua-
tion framework is proposed for speaker detection, assuming that
the speaker detection system performance should be assessed
with independence of the prior probabilities and costs used in
the decision process. This likelihood ratio assessment frame-
work [10] is suited for the methodology proposed in Section II
for FSR because 1) the hypotheses and as defined in
Section II-A have the same meaning as the equivalent and

defined in [10], 2) the prior probabilities and decision costs,
which are the province of the court, are unknown by the forensic
scientist, and 3) the LR is estimated by the FSR system.

A. Assessing Calibration in FSR

In NIST SREs, DET plots have been used to measure the dis-
crimination performance of speaker detection technology. How-
ever, LR values in FSR are not used primarily as a discrimi-
nation score, but as an estimate of the degree of support (the
weight of the evidence) for a hypothesis against its opposite or
alternative. Combining the LR and the prior odds, we obtain
an estimate of the posterior probability or confidence for each
hypothesis. Thus, the accuracy of the LR values does not only
depend on their discrimination power for trials where or
is true (as measured by the refinement of the LR values) but in
their actual values, which have a strong impact on calibration
[23]. Therefore, in the LR-based analysis of forensic evidence,
Tippett plots have been classically used for performance evalu-
ation [27], [31], as in NFI/TNO forensic SRE [63]. In a Tippett
plot, the distribution of the LR values being or respec-
tively true are plotted together. Important information shown by
these curves (and not by DET plots) are the actual distributions
of the target and nontarget trial LR values and the rates of mis-
leading evidence. This rate of misleading evidence is defined
as the proportion of LR values giving support to the wrong hy-
potheses LR LR when is true and
LR when is true).

Recent work on the evaluation of speaker recognition systems
has proposed application-independent metrics such as [10],
where application, as defined in [10], is the set of prior proba-
bilities and decision costs involved in the decision process [62].

is a single scalar defined as

LR

LR (2)

where and are, respectively, the number of LR values
in the evaluation set for or true. As can be seen in (2),
hypothesis-dependent logarithmic cost functions are applied to
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the LR values being evaluated, and thus they are assessed de-
pending on their numerical value. Highly misleading LR values
will attract a strong penalty (high ) and vice versa.

presents several useful properties [10] as highlighted in
[47] where an illustrative example on the effects of calibration
with Tippett plots may also be found. Based on the value,
the APE-curve [10] has also been proposed as a way of mea-
suring the probability of error of the LR values computed by
the forensic system over a wide range of applications (different
costs and priors). If the LR values computed by the forensic ex-
pert are used by a court in order to take decisions, inevitably,
errors will occur. The total probability of error, understood as
an error in the decision about the hypothesis using the posterior,
is given by

error error (3)

The APE curve plots the total probability of error with respect to
the prior probabilities (see sample APE plot in Fig. 3). Relative
to the of a neutral system, which is the one always providing
LR both for and (upper dotted curve), the APE plots
show the of the LRs estimated by the FSR system (middle
curve), and the of an optimally calibrated system, estimated
from a development set, eliciting LRs with exaclty the same dis-
crimination of the FSR system (lower curve). Moreover, as is
described in detail in [10], is a cost function which inte-
grates the probability of error over all possible priors and costs.
Thus, the area below the middle APE curve will be , and
the area below the lower APE curve will be , which is
the value of the optimally calibrated system. The calibra-
tion loss is directly shown as the difference between and

. Moreover, is an SPSR [10], and therefore it has
the desirable properties described above.

In a forensic context, the prior probability is the province
of the court, and therefore the assessment of a forensic expert
should treat the prior as a parameter, without assumptions about
its value. Thus, is suited for the assessment of forensic sys-
tems, because it represents the total probability of error of a fact
finder who would use the LR values computed by the forensic
expert at any possible prior. With the APE plot, it is the fact
finder who, case by case, has the possibility to assign (or not) a
prior probability. If it is assigned, the fact finder is able to obtain
in each case the probability of error when using the elicited LR
in the estimation of the posterior probability.

B. Calibration Measures and Calibration Process

At this point, it is important to point out that the calibration
loss of any technique or system can be measured from an esti-
mated LR set from known data. On the other hand, the process
of calibration is intended to compensate the raw LR with the aim
of making it more relevant in the Bayesian framework, looking
for LR values with calibration loss as close as possible to the
minimum calibration loss for the given discrimination of the
system. It is merely a normalization technique, estimated from
development data, that affects the behavior of the LR. Because
of this, calibrating a system does not necessarily lead to a cali-
brated system. Even after calibration, the calibration loss of the
system LR values will increase (sometimes dramatically) if the
conditions of the data used for training the calibration process

(quality and amount of data, etc.) do not match closely those of
the test data.

IV. OBTAINING LRS FROM SPEECH EVIDENCE

In this section, a review of LR estimation methods in speaker
recognition is presented, where we will describe generative and
non-generative methods found in the literature. With generative
methods, the objective is to solve the classification problem by
first estimating the underlying unknown pdfs and then use them
to assign a likelihood to the evidence, i.e., a probability of the ev-
idence given each of the hypotheses. Non-generative methods,
on the other hand, aim at solving the classification problems in
other ways. For instance, the Naive Bayes classifier is genera-
tive while logistic regression, its discriminative counterpart, is
non-generative [45].

A. Generative LR as Ratio of Similarity to Typicality

Computation of LRs in the forensic sciences has been largely
influenced by DNA typing. Forensic LRs are obtained relating
the similarity between the test and control samples to the typi-
cality in the population of interest of the test and control samples
under evaluation [1], [5], [21], [31]. DNA deals with discrete
probabilities, and when single stain procedures are considered,
if a match is found, the numerator of the LR is typically as-
sumed to be one. The denominator is obtained from the random
match probability in the population of interest. However, most
identification-of-the-source disciplines deal with continuously
valued scores, so similarity and typicality measures are also to
be obtained in a generative way but from underlying unknown
continuous distributions that have to be estimated [21]. Simi-
larity is estimated from the evidence (e.g., the recovered- or test-
recording) relative to within-source control data (e.g., speech
recordings from the suspect under conditions controlled to max-
imize comparability), while typicality is estimated from the ev-
idence relative to between-source reference data (e.g., speech
recordings from speakers other than the suspect). The use of (1)
is intended to calibrate the evidence score E, providing an LR
value with low calibration loss, where the better the estimates
of the involved pdfs, the smaller the resulting calibration loss.

B. Generative LR Estimation in Traditional FSR

In the past, FSR was largely dominated by auditory, phonetic,
and linguistic analyses singly or in combination [36], [39], al-
though the present consensus among practitioners is that both
auditory and acoustic analyses are required. Each of the features
used (termed traditional because they relate to features used in
traditional phonetic and linguistic analysis [52]) is known to
vary across different speakers but also within speakers, so an
LR can easily be obtained for each feature if adequate mea-
sures of variation among reference populations are available,
and measures of variation within the suspect can be extracted
from known recordings. However, because of limits to the varia-
tion from linguistic functionality and human anatomy, they usu-
ally have limited individualizing power on their own, so some or
many of them must be combined. LRs are very easily combined
[1] when the assumption of independence between them is valid,
which is usually not the case. Then, it is crucial for correlation
between variables to be taken into account in the computation
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of the LR, and multivariate LR techniques [2], [53], [56], such
as those in Section V, are a must.

C. Generative LR Estimation in Automatic FSR

Pattern recognition-based speaker recognition systems (also
known as “automatic” speaker recognition) have seen contin-
uous and significant advances over the last two decades [50],
[64]. In the late 1990s, the generative techniques developed for
glass evidence basing on refractive indices [21] were applied for
the first time to FSR [16], [32], [39]. The techniques then further
evolved to be able to compute similarity-typicality-based LRs in
1c1c tasks (one conversation for training and another for testing)
in NFI-TNO 2003 FSR Evaluation and NIST 2004 SRE [31].
Recently, suspect-adapted maximum a posteriori (MAP) esti-
mation of within-source distributions [46] and measurements of
calibration loss in FSR [47] have been proposed in forensic gen-
erative LR computation.

D. Non-Generative LRs in Automatic FSR

During the decade-long NIST SRE series, most participants
have used score-based systems. This is where the higher
the score the greater the similarity between test and training
samples. Participants establish a system-dependent threshold
designed to minimize [10], [64] as objective function,
which is a simultaneous measure of discrimination and cal-
ibration. When the score is compared with that threshold an
acceptance or rejection decision is reported. This approach,
valid for technology evaluation or commercial applications,
is not adequate for FSR as it usurps the court’s role in de-
termining the threshold [16]. With the introduction of as
an application-independent evaluation measure [10] in NIST
SRE 2006 [42], SRE participant systems are transforming their
score-based outputs in LR values with a final calibration stage
using techniques like logistic regression [11], [45] or multilayer
perceptrons [14].

E. Caution on the Use of FSR

In this paper, we focus on showing that FSR can be both trans-
parent and testable, being then acceptable for use in court in the
light of the coming forensic identification paradigm shift. SR
techniques with good discrimination that have been submitted
to calibration are more prone to provide output LR values that
are usable in the Bayesian framework independently of the pos-
sible hypotheses priors and decisions costs. However, the degree
of calibration of a system can only be evaluated a posteriori, by
measuring the calibration loss obtained on a development set,
and similar performance can be expected only on similar data. If
the conditions of the assessment (linguistic and acoustic quality,
reference population, durations, etc.) match those of the actual
case, or the technique has been shown to be robust to the present
level of mismatch, well-calibrated LR values can then be inter-
preted as estimations of the weight of the evidence.

V. TESTING FORENSIC DISCRIMINABILITY

OF TRADITIONAL FEATURES

The centrality of testing forensic methodologies was referred
to above in Section II-B. The LR lends itself beautifully to such
testing: it can be used as a discriminant value, with known same-
speaker and different-speaker pairs tested to see to what extent

they are correctly resolved. One of the commonest traditional
features used in the forensic comparison of voice samples is
F-pattern, since formant center frequencies can be transparently
related to a speaker’s vocal tract dimensions and the speech
sound they are making [52], [54]. Thus, the logical initial step in
asking whether FSR with traditional features can emulate DNA
testing (in the sense of the title of this paper) is to see to what
extent same-speaker speech samples are discriminable from dif-
ferent-speaker speech samples on the basis of their F-pattern,
using an LR as discriminant value.

The aim of this section is to summarize two discrimination
experiments with F-pattern features which explore the discrim-
inablity of vowel acoustics within the LR-based testing para-
digm. The first experiment uses the F-pattern of four diphthongs
/ai ei oi ou/ to show that Traditional features do indeed have
forensic discriminatory potential under relatively clean condi-
tions. The second experiment, with just one diphthong /ai/, takes
this further and shows that the discriminability extends to non-
contemporaneous data. The experiments are taken from [55] and
[56]; the reader is referred to these publications for the exper-
imental details. In both experiments, a two-level multivariate
likelihood ratio (MVLR) was used as discriminant function. The
MVLR was developed at the Joseph Bell Centre for Forensic
Statistics and Legal Reasoning [2] for estimating LRs in ma-
terial where predictor variables may be correlated, as may very
well be the case in diphthongal F-pattern [52]. MVLR estimates
the LR as in (1) based in modeling within-source variability with
a multivariate normal distribution and the between-source vari-
ability with a multivariate kernel density distribution. Thus, cor-
relation between variables is thereby accounted for, and multi-
variate LR estimation is accomplished.

A. Bernard F-Pattern Reference Database

The Bernard corpus [6] was used. Collected in the late six-
ties, this contains information on the F-pattern (F1–F3) of the
eleven monophthongal and seven diphthongal phonemes of 171
male Australian English speakers. Four of the diphthongs in the
Bernard corpus were tested: /ai/ as in by, /ei/ (bay), /oi/ (boy) and
/ou/ (bone). Results are presented from discrimination using an
optimal combination of spectral and temporal information: the
F-pattern at both diphthongal targets, together with the duration
of the first target and the duration of the transition between the
targets (i.e., eight features per diphthong in all).

Bernard recorded his subjects saying their diphthongs in
words: once with the word in isolation and once with

the word embedded in a frame sentence. So, the data contain
only two tokens per diphthong per speaker. With 171 speakers,
a maximum of 171 target trials and 14 535 different-speaker
comparisons were possible. Since there were two tokens per
speaker, this gave four nontarget trials per different-speaker
pair, yielding in all 58 140 nontarget trials.

B. Experiment 1: Contemporaneous Speech

An experiment was first carried out with the MVLR on each
diphthong separately. This resulted, for each diphthong, in one
set of log10LRs for the target trials, and four sets of log10LRs
for the nontarget trials. Results for all four diphthongs were
then fused via sum and logistic regression. This might repre-
sent a case where both questioned and known samples contained
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Fig. 1. Tippett plot for multivariate kernel density LR-based discrimination
combining four Australian English diphthongs.

Fig. 2. DET plot of independent diphthong and sum fusion discrimination.

one token each of all four diphthongs for LR comparison—one
sample might contain for example the words hi okay boy go.

It is not clear to what extent each diphthong contributes inde-
pendently to the overall evidence. This is because they contain
features, for example a high front offglide, which show some
between-diphthong correlation. However, these features cease
to have a separate existence after application of the MVLR. The
use of sum fusion should not be taken to imply an assumption
of independent contribution to overall evidence from the dif-
ferent diphthongs. We merely want to compare its performance
with logistic regression, where possible correlation between the
contributions to overall evidence by the different diphthongs is
accounted for. Figs. 1 and 2 show results from sum fusion of
the diphthongs, using Tippett and DET plots. Fig. 1 shows rea-
sonable separation of same-speaker from different-speaker LRs,
given that the amount of speech for testing is extremely small:
about two-thirds of a second of data in each sample.

Fig. 3 shows the APE and plots for both sum and logistic
regression fusion. From Fig. 3 it can be seen that the LRs for
all diphthongs, and their combination, show good calibration,
with a fairly constant, small calibration loss in all cases. From

Fig. 3. APE and C plots for the four-diphthong discrimination.

the near equivalence of sum and logistic regression results it
can be seen that the assumption of independence between the
contributions of the different diphthongs to the overall evidence
seems reasonable.

It is important to bear in mind that the degree of forensic
realism in this initial experiment is limited. First, the number
of items in the sample is not typical: one normally works with
a much larger number, because a low number of samples is
unlikely to be representative of the true within-sample mean
and variance [52]. Second, the experiment only involves con-
temporaneous speech comparison. The within-speaker variance
for noncontemporaneous data is usually greater than within a
session, which is a well-known contributor to lower discrim-
inablity, so LRs of lesser magnitude are to be expected with
noncontemporaneous comparison. A final consideration is that
although diphthongs are common speech segments in English
forensic speech samples—/ai/ /ei/ and /ou/ in particular have
high incidence—it will not always be possible to use all as-
pects of their F-pattern for comparison, mostly because of the
band-limiting from telephone transmission.

C. Experiment 2: Noncontemporaneous Speech

The second experiment with traditional features focuses on
forensic discriminability with noncontemporaneous recordings
of natural speech separated by ca. two weeks. A single diph-
thong—/ai/—was used, and LRs were obtained just from its
F-pattern at both targets, with no durational information. The
test data were from 25 male speakers of Australian English
recorded saying and spelling many words containing /ai/. Their
diphthongal F-pattern—the first three formants at the two tar-
gets—was measured and tested. There were twelve replicates of
/ai/ in each noncontemporaneous sample. LRs were estimated
for data both with and without the first formant in the second
target, in order to simulate the effect of telephone transmission
(in phone intercepts, uncompromised T2F1 will not be available
for high vocalic segments like the offglide in /ai/). The test data
were evaluated with the MVLR against Bernard’s /ai/ database
(the choice of the appropriate reference population is an impor-
tant one in forensics and the source of some contention in DNA
testing. The question of the appropriateness of the Bernard data-
base is addressed in detail in [55]). Results are shown in Figs. 4
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Fig. 4. Tippett plots for a multivariate LR-based discrimination using F-pattern
in /ai/ from 25 Australian English male speakers. Dotted lines show performance
without the first formant in the second target.

Fig. 5. DET plots of /ai/ diphthong discrimination in Experiment 2.

and 5, where the omission of T2F1 is indicated by the dotted
(no T2F1) versus solid lines. Omission of the first formant in
the second target does not appear to have much effect on the
same-speaker comparisons but results in LRs with overall less
magnitude in the different-speaker comparisons.

The APE and plots for the different-session /ai/ results
in Fig. 6 reveal that there is a chance of error associated with
a flat prior prior logit prior of between 14%
(all) and 11% (no T2F1): a performance obtained with about
12 replicates 300 ms 3.6 s of speech in each sample.

Although it appears to be a better overall performance than
with the /ai/ in the first experiment, the difference is misleading,
as the latter was based only on one replicate per sample, not
12 (and the /ai/ in experiment 1 also contained duration data).

Fig. 6. APE and Cllr plots for the /ai/ diphthong (experiment 2).

This second experiment shows, then, that even with noncon-
temporaneous samples, it is possible to usefully discriminate
same-speaker from different-speaker speech samples just on the
basis of their /ai/ diphthongal acoustics. Given the improvement
in performance from fusion in experiment 1, one is justified in
expecting even better discrimination from fused combinations
of different vowels in noncontemporaneous speech.

D. Conclusions From Traditional Experiments

These two experiments have shown how both transparency
and testability may be achieved in FSR with traditional features
within an LR-based testing approach. Every phase of the ap-
proach can be motivated, from the explanation of the features
and why they contain individualizing potential, to how they can
be properly combined and tested to yield estimates of strength
of evidence and associated error rates.

VI. EXPERIMENTS WITH THE AUTOMATIC APPROACH

Automatic speaker recognition (ASR) has experienced a per-
formance breakthrough in the last decade. The objective of this
section is to complement traditional FSR showing that present
automatic systems can also be transparent and testable. ASR
systems based in well-grounded signal processing and pattern
recognition techniques can result in good discrimination perfor-
mance, and a calibration stage in the spirit of [10] will allow LR
values to be obtained with low calibration loss. Automatic FSR
systems will be assessed using the same DET, Tippett, , and
APE measurements as we did with traditional features.

A. Description of Automatic Speaker Recognition Systems

Two different score-level systems have been used in this
paper. The ATVS GMM system [48], as presented in the NIST
2006 SRE, is the first. It is based on target and alternative
feature-mapped MFCCs probability distributions modeled by
means-only MAP adapted Gaussian mixture models (GMMs)
[49], [51] normalizing output scores with T-Norm [4].

The second one is the ATVS GMM-SVM-NAP system based
on a SVM classification of the means of GMMs trained from
the speech features [15]. As GMMs differ parametrically only in
their mean vectors, each is represented as a mean-supervector in
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a high-dimensional space. This mean-supervector is constructed
by concatenation of the means of the GMMs for each dimension
[15]. In order to compensate for intersession problems in the su-
pervector domain, a technique known as nuisance attribute pro-
jection (NAP) has been applied [59]. We also perform T-Norm
[4].

B. LR Computation Techniques

In order to show the adequacy of the proposed experimental
methodology, we use two LR computation techniques found in
the literature, one generative and one discriminative.

1) Generative Suspect-Adapted: As in all generative
techniques, suspect-adapted LR computation [46] is based
on the modeling of the scores from an automatic speaker
recognition system in order to obtain their within-source and
between-source variability distributions. The distributions

and in the LR formula (1) are estimated from
target and nontarget scores, respectively [31].

It has been shown that, even under the same conditions, the
target scores coming from different speakers may present dif-
ferent distributions [25]. Therefore, accuracy in within-source
estimation may be improved by exploiting suspect specifici-
ties. The proposed suspect-adapted technique for generative LR
computation [46] is thus based on the MAP adaptation [30] of
the speaker-independent target score distribution to the suspect
target scores.

2) Discriminative Linear Logistic Regression: The aim of
logistic regression [11], [45] is to obtain an affine transformation
of an input dataset to generate an output value which optimizes
an objective function. Let be a set of scores from

different automatic speaker recognition systems. It may be
demonstrated that logistic regression leads to LR values with
low calibration loss from this score set. In particular, for a prior
probability of 0.5, it is seen that the logistic regression objective
function becomes [10].

Logistic regression can be used to reduce the calibration loss
as well as for fusion. If the number of systems is more than
one, we will be fusing the input scores. As an additional ef-
fect, because of the objective function optimization, the output
of such a fusion will also have a low calibration loss. On the
other hand, if , then the input score is transformed by
an affine mapping yielding a low calibration loss output. As the
transformation applied to the output score is affine, the applica-
tion of logistic regression calibration to a system will not change
its discrimination performance. In this paper, we have either cal-
ibrated an individual system or fused two of them. Logistic re-
gression was done with the FoCal toolkit [11].

C. Database and Evaluation Protocol

Experiments have been performed using the evaluation pro-
tocol proposed in NIST 2006 SRE [42]. All the results pre-
sented in this paper are for the 1conv4w-1conv4w condition
(608 speakers), where there is one conversation side for model
training and one conversation side for testing. The length of the
conversations is typically 5 min, with an average of 2.5 min
after silence removal. For this condition, more than 50 000 score
computations per system were performed. The database used
in this evaluation has been partially extracted from the MIXER
corpus [12], but a significant amount of additional multichannel

Fig. 7. Discrimination performance of ATVS GMM and GMM-SVM-NAP
Systems in NIST 1c1c SRE06 with suspect-adapted and LogReg LR.

and multilanguage data was acquired in order to complete the
corpus for the evaluation. It includes different communication
channels, handsets, microphones, and languages and represents
well the quality and diversity of real telephone conversations.

The NIST SRE 2005 database has been used as reference data
for LR computation. All the scores from the 1conv4w-1conv4w
of the NIST SRE 2005 protocol [41] have been used for logistic
regression training, as well as for obtaining the distributions for
generative LR computation. In order to obtain the target score
sets for suspect MAP adaptation, we have selected all the target
scores for each speaker from the whole score set in the evalua-
tion, except the score used as evidence in each LR computation
[46].

D. Results From GMM Systems

In Fig. 7, the DET plots with the discrimination performance
of the different evaluated LR computation techniques using the
ATVS GMM system are shown.

Fig. 8 shows the distribution of LR values in the form of Tip-
pett plots for the GMM system. It can be seen that the magnitude
of the strength of misleading evidence (LR values supporting the
wrong hypothesis) is quite limited for both cases. However, the
Tippett plots do not allow us to easily conclude which technique
is better. Moreover, the calibration loss of the techniques is not
explicit.

Fig. 9 shows that the discrimination performance is very sim-
ilar for all cases, though slightly better for the suspect-adapted
case. The calibration performance is also very similar for both
LR computation techniques. On the other hand, values, rep-
resented under the APE curves, give an overall metric which al-
lows the ranking of the techniques.

E. Results From Logistic Regression Fusion

In this section, we use logistic regression fusion in order to
combine the outputs of the GMM system presented before with
the GMM–SVM–NAP system. The DET plots for the individual
and fused system are also shown in Fig. 8 for compactness while
APE plots and values are shown in Fig. 9. It is observed
that the calibration loss of the output-fused LR values is small,
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Fig. 8. Tippett plots showing the LR distribution of ATVS GMM system for
both LR computation techniques.

Fig. 9. APE plots and C showing the discrimination and calibration perfor-
mance of ATVS GMM system for all the LR techniques presented.

demonstrating that logistic regression is a valid technique for
simultaneously fusing and calibrating scores or raw LR values
from different systems.

F. Conclusions From Automatic Experiments

The usual quality and durations in lawful telephone intercepts
is equivalent to those in NIST SRE data, where existing auto-
matic systems are able to demonstrate acceptable performance.
We have shown here that with that quality and amount of speech,
automatic systems can also be transparent and testable.

However, a major question to be addressed remains in every
case: are the conditions of the assessment equivalent to those
of the questioned recording, suspect speech, and relevant pop-
ulation in the case? Possible mismatch between known (de-
velopment or background) data and case data remains a major
problem (and research topic), and the influence of any mismatch
on the system performance must be addressed in order to pre-
serve the presumed transparent and testable properties of the
system.

VII. EXAMPLE OF USE OF THE FSR FRAMEWORK IN COURT

Imagine a scenario, adapted from a real case, where the prose-
cutor presents a piece of evidence consisting of an incriminating
questioned recording containing some utterances in language L
coming from the wing of a correctional facility containing 250
inmates where just three of them speak language L natively. A
second recording from the suspect (one of the three language
L speaking inmates) is also available. Considering this back-
ground information, the fact finder may assign a prior proba-
bility of 1 in 3 that the suspect is the source of the questioned
speech. Thus, the a priori probability assigned to the prosecu-
tion hypothesis , which corresponds to odds of

.
The court gives the forensic speech scientist both recordings,

and information relative to the suspect. The fact finder also in-
sists the scientist’s analytical technique comply with Daubert-
like rules. The forensic scientist selects the relevant population
according to the characteristics of the questioned recording and
the circumstances in the case. The relevant information about
such circumstances is provided by the court. In the proposed
methodology, the forensic scientist can then provide the fact
finder with the following:

1) an LR value supporting one of the hypotheses in the case;
2) DET, Tippett, and APE plots and of the system in the

assessed conditions;
3) information about the use of reference populations, both

for system development and LR estimation in the case.
Let us assume in this example that the forensic scientist, after

verifying that the conditions of the recordings of the case match
those of the assessment of the system, uses the above fused
speaker recognition system (Fig. 10), and reports an LR value
of 50. This estimation means that one would be 50 times more
likely to get the evidence assuming that the questioned speech
comes from the suspect than from any other randomly selected
individual in the relevant population. With this LR value, the
fact finder is able to estimate a posterior probability of the pros-
ecution hypothesis using Bayes’ theorem yielding the a pos-
teriori odds LR . In
this case, the posterior probability of will be

.
These assessment plots guarantee that the above LR is well

estimated (good discrimination and calibration) for a wide
range of priors. If the fact finder so desires, this will allow
them to determine the probability that the posterior
will be wrong [57]. In order to be transparent to the court, the
forensic scientist’s reports must include all relevant information
regarding the speech databases used for evaluating the system
and defining the populations. This allows scrutinizing of the
whole process by the fact finder in order to guarantee both the
appropriateness of the populations used for LR estimation and
the validity of the experimental framework used to evaluate and
report the performance of the system.

From Fig. 10, we can obtain in this example, where the prior
logit (log-odds) is , that the probability that
the posterior will lead to a wrong decision is 0.06
(LogReg fusion, mid curve at logit prior ). Moreover, if
the calibration had been perfect for the given discrimination of
the system, the probability of error would have been 0.05 (same
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Fig. 10. APE plots and C showing the performance of the fused (GMM and
GMM–SVM–NAP) system.

plot, lower curve), which is very close to our result with non-
perfect but real calibration.

A remark on the importance of calibration is in order here.
Imagine the scientist had used the uncalibrated ATVS SVMSV
system. The probability that would lead to a wrong
decision for the actual set of LR values generated by the system
would then have been 0.2 (Fig. 10, SVMSV, mid curve at logit
prior ), which is very far indeed from the value of ca. 0.05
obtained under perfect calibration conditions. Lack of calibra-
tion would have led to an error estimate four times greater than
the one possible for the given discrimination.

In the proposed framework, then, the forensic scientist pro-
vides the fact finder with an LR value, an assessment report
and information about the reference population. Apart from
demonstrating the transparent and testable characteristics of the
system, this framework allows the fact finder if so desired to
estimate the posterior probability , and the probability
that this posterior might lead to a wrong decision.

VIII. SUMMARY AND ENVOI

In his book on assessing the weight of DNA evidence ([5], p.
55), Balding states “In fact, DNA profile evidence is now seen
as setting a standard for rigorous quantification of evidential
weight that forensic scientists using other evidence types should
seek to emulate.” In this paper, we have endeavored to show
how FSR, at least in some of its forms, measures up. We have
shown that, within the reasoning under uncertainty of the like-
lihood ratio paradigm, FSR methodology, both with automatic
and traditional features, is capable of being both transparent and
testable. It can motivate each step of the analysis—from the
choice and processing of the speech data to the estimation of
the strength of evidence in favor of a hypothesis and its attendant
probability of error—with procedures that are underwritten by
received knowledge in well-established disciplines like signal
processing and pattern recognition, phonetics and linguistics,
and probability theory. Specifically, we have focused on the im-
portance of the calibration of LRs leading to a well-grounded
estimate of the probability of error of the approach, given the
priors.

We emphatically do not wish to imply that there are no longer
any problems in FSR. We claim only to have demonstrated that
FSR is testable—and should be so tested—within the same
LR-based paradigm that is used for DNA. In a sense, most of
the hard work still lies ahead. Automatic FSR still needs to
grapple with the nontrivial problem of mismatch, and a major
effort is needed in obtaining both real case databases and robust
procedures for dealing with the different kinds of mismatch to
be found. Traditional approaches, which can make use of lin-
guistic information that is often robust with respect to channel
mismatch, may not be so sensitive to many of the factors that
bedevil automatic approaches. However, for traditionalists who
chose to adopt a Bayesian approach to FSR, there are several
major challenges. One, of course, is to acquire knowledge of
requisite background populations to enable LR-based testing,
and then to progress to yet more stringent testing, as with
uncontrolled telephone speech. Another is to determine how
to evaluate the strength of the noncategorical features so often
encountered in linguistically based comparisons. Yet another is
to specify algorithms for determining comparability. Can one
compare the formants of a stressed vowel with a deaccentuated
vowel, for example, and if one does, how does that affect the
strength of evidence? Yet another is to work out how to handle
correlation between (as opposed to within) segments.

A new challenge lies in the combination of automatic and tra-
ditional LR-based approaches, which are fascinatingly comple-
mentary. On their own, both approaches must be missing in-
formation that can contribute to an LR: a traditional approach
because it can normally only make use of a small part of the
speech material available to an automatic approach and an au-
tomatic approach because it cannot make use of potentially indi-
viduating linguistic information. There is no reason why the two
approaches cannot be married within the Bayesian framework,
and one would expect particularly powerful offspring from the
union.

The biggest challenge, however, is not internal but comes
from the relationship between forensic speech science and the
institution it serves: the Law. At the moment, there are many in-
dications that there is considerable lack of knowledge on the part
of many law professionals as to what can and cannot be done
with speech evidence (witness the fact that in the challenging
paper calling for a paradigm shift in forensic science [58], FSR
means voiceprints!) In the spirit of Daubert and DNA, the most
important questions that any soi-disant expert must be asked,
and be able satisfactorily to answer, are what is the scientific
basis of your claim, and what is your error rate? Yet these are
questions seldom asked in FSR. Clearly then, one of our most
important jobs is to help to inform the legal profession about the
recent advances in FSR.
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